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ABSTRACT
Until recently, most 3D graphics applications had been regarded as
too computationally intensive for devices other than desktop comput-
ers and gaming consoles. This notion is rapidly changing due to im-
proving screen resolutions and computing capabilities of mass-market
handheld devices such as cellular phones and PDAs. As the mobile
3D gaming industry is poised to expand, significant innovations are
required to provide users with high-quality 3D experience under lim-
ited processing, memory and energy budgets that are characteristic of
the mobile domain.

Energy saving schemes such as Dynamic Voltage and Frequency
Scaling (DVFS), as well as system-level power and performance opti-
mization methods for mobile devices require accurate and fast work-
load prediction. In this paper, we address the problem of work-
load prediction for mobile 3D graphics. We propose and describe a
signature-based estimation technique for predicting 3D graphics work-
loads. By analyzing a gaming benchmark, we show that monitoring
specific parameters of the 3D pipeline provides better prediction ac-
curacy over conventional approaches. We describe how signatures
capture such parameters concisely to make accurate workload predic-
tions. Signature-based prediction is computationally efficient because
first, signatures are compact, and second, they do not require elabo-
rate model evaluations. Thus, they are amenable to efficient, real-time
prediction. A fundamental difference between signatures and standard
history-based predictors is that signatures capture previous outcomes
as well as the cause that led to the outcome, and use both to predict
future outcomes. We illustrate the utility of signature-based workload
estimation technique by using it as a basis for DVFS in 3D graphics
pipelines.

Categories and Subject Descriptors: C.3 [Special-Purpose and
Application-Based Systems]

General Terms: Algorithms, Design, Performance

Keywords: 3D Graphics, embedded systems, workload estimation,
dynamic voltage scaling.

1. INTRODUCTION
3D graphics applications, which have primarily been developed for

desktop computers and dedicated gaming consoles, are being increas-
ingly targeted to mobile devices such as cellular phones and PDAs.
Mobile devices lend themselves well to 3D applications such as GPS-
backed maps, networked games, interactive chats and animated mes-
sages. However, they have far fewer computing resources than their
desktop counterparts, and short battery lifetimes.

Limited computing resources on mobile platforms have two impli-
cations that are of relevance to this paper. First, mobile devices that
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execute 3D applications meant for graphics PCs will have to dynam-
ically adapt application parameters to reduce complexity and meet
deadlines. For example, networked games often distribute the same
3D content to both graphics PC users and mobile users, requiring the
mobile devices to reduce the level of detail (the detail with which each
object is drawn) in order to provide acceptable frame rates [1]. Select-
ing suitable parameter values (such as the level of detail) is facilitated
by a good workload prediction scheme. The second implication is
that many mobile devices have either a single processor performing
multiple tasks, or a few generic processors coupled with application-
specific cores. These situations require resource allocation, sharing
and job scheduling, all of which can benefit from a fast and accurate
workload prediction scheme.

Another domain where workload prediction is useful is low-power
computing. Battery technology improvements are not expected to
keep pace with the expected increase in energy consumption of mo-
bile 3D graphics [2], [3]. [4] reports that 3D graphics application
workloads can vary across frames by over an order of magnitude. For
example, games frequently have scenes with considerable detail fol-
lowed by relatively empty scenes. For such a varying workload, dy-
namic voltage and frequency scaling (DVFS) is a natural choice as an
energy-reducing scheme [3]. A key requirement for DVFS is a fast
and accurate workload prediction model.

Analytical schemes for predicting mobile 3D graphics workloads
exist [1]. However, analytical prediction models are computationally
expensive. Evaluating them online (i.e., during frame execution) could
mean missing frame deadlines, an effect that produces annoying vi-
sual distortions. Therefore, in practice, such models often compro-
mise computation complexity for accuracy, resulting in frequent over-
and under-estimations of the workload.

In this paper, we propose a specialized online prediction scheme for
mobile 3D graphics that addresses the above drawbacks. Instead of
estimating the workload using analytical models, we construct a com-
pact signature for each frame. Each signature, comprising a subset of
3D graphics parameters, has a corresponding workload. Both signa-
ture and workload are stored in a table. For every future frame, we
generate a signature and predict the workload using its closest match-
ing signature from the table. When the prediction deviates from the
actual workload, the table is updated using real measurements. As
we show by experimental evaluation, the simplicity of generating and
finding a matching signature eliminates the overhead associated with
evaluating complex 3D graphics estimation models, while still making
good predictions. Refining the predictions using real measurements
makes the scheme accurate even for hard-to-predict, highly dynamic
workloads. Note that measurement-driven, dynamic refinements can-
not be applied to analytical estimation models, i.e., unlike signatures,
it is not possible to refine complex equations dynamically. As an ap-
plication, we use signatures to predict workloads for DVFS: with prac-
tically no hardware requirements except DVFS capability, the scheme
can be easily integrated into existing 3D graphics systems.

It may be observed that standard history-based predictors use work-
loads of past frames to predict the workload of future frames. Thus,
such predictors predict future outcomes using past outcomes only. In
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contrast, the signature table captures both the outcome as well as the
cause that led to the outcome. The outcome is the workload, and the
cause is the signature which is a snapshot of the frame’s properties.
Both cause and outcome are used to predict future outcomes. This is
more powerful than history-based approaches, and particularly suit-
able for specific applications (such as 3D graphics), where domain-
specific knowledge can be used to clearly identify the cause.

The rest of the paper is organized as follows. In Section 2, we dis-
cuss related work. In Section 3, we provide a brief background of 3D
graphics pipelines. In Section 4, we present a motivational example,
before describing our signature-based prediction scheme in detail in
Section 5. We present experimental results, including energy saved by
using signature-based prediction for DVFS, in Section 6, and conclude
in Section 7.

2. RELATED WORK
Workload prediction has been studied for general-purpose proces-

sors running arbitrary workloads ([5], [6]) as well as real-time sys-
tems [7], motivated either by the appeal of power savings via DVFS [6]
or the effective use of dynamically reconfigurable hardware [8]. The
signature-based scheme described in [8], like most prior work on
workload prediction, is based on run-time profiling of the usage of
standard hardware resources such as the CPU or cache. Conventional
workload prediction techniques do not exploit application-specific in-
formation such as the parameters of a 3D pipeline. As a result, many
on-line prediction policies do not perform well for specific applica-
tions [9]. This has led to workload-specific techniques in which ad-
ditional information about the executing application is used to better
anticipate workload variations [10].

Prior work that addresses workload estimation for graphics
pipelines includes analytical performance models that compute work-
load requirements from pipeline parameters [1], [11]. Such analytical
models can require considerable effort in model development and cal-
ibration, and in addition, can incur significant run-time computation
overhead. In contrast, our signature-based approach does not require
a priori model calibration, or run-time computation. Other efforts that
quantitatively analyze 3D graphics workloads are geared towards ar-
chitectural optimization [12] rather than on-line workload prediction.
Finally, performance and power modeling techniques for GPUs have
been proposed [13]. More widespread availability of such models
will spur research on graphics pipelines based on quantitative analysis
of hardware performance and power consumption. Our experimental
framework is conceptually similar to the one described in [13] in that
both are based on analyzing traces of calls to a graphics library.

3. 3D GRAPHICS PIPELINE
In typical graphics processors all surfaces are fundamentally repre-

sented with triangular patches [14]. Each triangle is drawn in a series
of three basic steps, which can be implemented as three stages in a
pipeline architecture:

The geometry stage applies geometric transforms to each triangle, and
computes its perspective projection onto the screen. It also culls (re-
moves) triangles that will not be seen, clips triangles that are outside
the frame, and computes lighting information for each vertex.

The triangle setup stage determines the set of pixels contained within
the projection of each triangle. Along each triangle edge, this steps
interpolates depth values, shading values, and texture indices.

The rendering stage computes the actual color for each pixel. The ma-
jor sub-tasks in rendering are hidden-surface elimination (z-buffering),
final interpolation of shading values, texture mapping and adding
transparency information for translucent objects (alpha blending).

Key factors that effect the perceived quality of 3D graphics are res-
olution, frame rate, level of detail, lighting and textures. Resolution

represents either the total number of pixels on the screen or the num-
ber of pixels per inch of screen. Note that handheld devices are typi-
cally held close to the eye, and consequently demand a higher number
of pixels per inch than desktop monitors. Frame rate is the rate with
which the scene is redrawn. Level of detail is the sampling used to
represent curved shapes with triangular patches. This determines both
how smooth the shapes’ silhouettes appear and whether the individual
triangles are visible on the surface due to shading. Possible lighting
models include spot lighting (illumination only in specified areas of
the scene), point lighting (illumination from nearby light sources) and
parallel lighting (illumination from distant light sources). The texture
model indicates how textures, usually in the form of 2D images, are
applied to surfaces. There are several different methods of applying
textures to surfaces, with different tradeoffs between computation and
visual quality.

For our purposes, it is important to note that the computational cost
of each stage in the pipeline is scene-dependent. The geometry stage
visits each vertex of every triangle, possibly transforming it to a new
position. Further, it also clips and culls triangles. Vertices that re-
quire lighting involve significantly more work. The triangle setup
stage is usually implemented with the “scanline” algorithm [14]. Fi-
nally, the rendering stage processes every pixel within each triangle.
However, it’s computational requirement depends on the number of
texture maps, hidden surfaces, transparent objects, and in general, the
scene complexity. In summary, predicting the computational cost of a
graphics pipeline is complex and requires non-trivial models.

4. MOTIVATIONAL EXAMPLE
In this section, we examine the dynamic variability of 3D graphics

workloads using a representative benchmark, and discuss the implica-
tions on techniques for on-line workload prediction. For this study,
we consider a visualization of a 3D racing game, targeted towards a
176x220 16-bit (65536) color display. The benchmark features twelve
logical objects, including a dark background (a starlit night sky), three
racers, three race tracks, and five billboards. Texturing is used to de-
pict starlight. Since the object on which the texture is applied is larger
than the texture itself, a simple filtering scheme is used. Point and par-
allel lights illuminate the scene, with varying direction and intensity.
Alpha blending controls object transparency, which varies with time.
For example, the transparency of the jetstream varies inversely with its
speed. A version of the benchmark was obtained from [15], and was
optimized for an open-source implementation of OpenGL-ES [16], the
standard 3D graphics API for embedded platforms. We profiled the ex-
ecution times of the application, geometry, setup and rendering stages
with instruction-level simulation, using an experimental infrastructure
described in Section 6. Figure 1(a) is an illustrative snapshot of the
workload created by this benchmark in each of these stages. The fig-
ure plots the variation in the number of cycles spent in executing dif-
ferent graphics tasks over a sequence of 200 frames. It may be seen
that frame-to-frame processing requirements vary significantly. For
reasons described in Section 1, predicting such workload variations
at run-time can help significantly optimize processing of graphics ap-
plications on a mobile device. We now analyze selected segments of
the trace in greater detail, to better understand some of the factors that
influence the workload and point out implications on the design of
workload predictors.
Frames 1-50: During this segment, the camera is looking at the en-
tire scene (Frame A), including all the logical objects mentioned ear-
lier1. The geometry computation requirement is high due to the large
number of objects, and the large number of vertices that are illumi-
nated. However, the small size of the racers (located at the center of
the screen, though some of them are culled by the billboard), leads to
a low rendering workload.
1Note that, for the sake of print quality, the images in the paper have a white background
instead of the night sky.
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Figure 1: (a) 3D graphics workload variation for an OpenGL-ES based racing visualization benchmark: breakdown by pipeline stage;
(b) Representative frames from illustrative segments of the benchmark.

Frames 50-70: During this interval, one of the racers flies off the
screen (Frame B), and is clipped since it goes outside the angle of
view. This leads to fewer vertex lighting calculations, and a dip in the
geometry workload.
Frames 100-150: The viewing angle changes to one that is directly
behind one of the racers (Frame C). This leads to a reduced geometry
workload, mainly due to a drastic reduction in the number of in-view
objects: a large portion of the race track, the billboards, and one of the
racers are clipped. However, we observe that the rendering workload
rises sharply. This is attributed to the increased complexity of render-
ing the racers, which are viewed in close-up, and the jetstream, which
changes rapidly.
Frames 150-200: The camera is now positioned within one of the
racers (Frame D), causing the track to appear in greater detail, along
with intermittent appearance of another racer. Both lead to significant
fluctuation in the geometry workload.

The above example illustrates some of the factors that influence
workload characteristics in graphics pipelines. While we were able
to intuitively explain the workload variation using high-level knowl-
edge of the set of objects and their movements, on-line workload pre-
diction techniques will not have this luxury. This is because in the
graphics pipeline, the granularity of processed items is at the level
of triangles, or scan lines, rather than racers, or billboards. A cru-
cial challenge therefore, is to perform accurate and efficient workload
prediction based on information that can be easily extracted from the
graphics pipeline.

The above study motivates analytical models that compute work-
load requirements based on specific observable parameters in the
graphics library [1]. Graphics libraries contain a large number of pa-
rameters that constitute the “state” of the graphics pipeline. Model
parameters could include such variables and data structures related to
visual effects, such as lighting, shading, texturing, fog and shadows, in
addition to parameters related to the primitives being processed, such
as triangles and scan lines. Challenges with this approach lie in the
difficulty of choosing a form for the analytical model (given the large
number of parameters), and subsequently calibrating it using “repre-
sentative” workloads. Further, the state of the pipeline could vary on a
per triangle basis, making it necessary to perform fine-grained, intra-
frame monitoring of the pipeline. In such a scenario, on-line evalua-
tion of these analytical models may prove computationally expensive,
resulting in frames missing their deadlines, producing undesirable vi-
sual artifacts. Finally, analytical models are static and cannot adapt
dynamically to different applications, or different scenes within an ap-
plication.

In contrast, we propose the use of a far simpler, signature-based ap-
proach, which uses a limited amount of information gleaned from the
graphics pipeline to make workload predictions, but does not require
a priori model calibration or design.
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Figure 2: Signature-based workload prediction scheme for mobile
3D graphics, illustrating (a) a functional view of proposed scheme,
and (b) a candidate mapping to a system architecture.

5. SIGNATURE-BASED TECHNIQUE
In this section, we describe our signature-based prediction strategy

for mobile 3D graphics. Signature-based prediction is computation-
ally simple, can dynamically adapt to different applications and work-
loads and uses both a frame’s properties as well as historical perfor-
mance (cause and outcome) in order to make a prediction. We first
describe the different steps in signature-based workload prediction,
and then explain how this strategy can be applied to a system archi-
tecture consisting of components typical of a mobile platform with 3D
graphics processing capabilities.

5.1 Signature-based Prediction
The top portion of Figure 2 illustrates a functional view of the pro-

posed signature-based workload prediction scheme. Relevant infor-
mation that is readily available from 3D graphics pipeline through API
data structures (e.g., the OpenGL-ES state), is used to construct a con-
cise signature every frame. The very first time a signature is encoun-
tered, it is inserted into a signature-table, along with a conservative
workload prediction. When the frame completes, an on-line measure-
ment using a performance monitor is used to update the signature table
with the actual observed workload. The signature table maps signa-
tures to their predicted workloads. If a signature matches one that has
been encountered in the past, the stored workload is used as the new
prediction.

Signature-based prediction has two key advantages over analytical
prediction models. First, signatures are simple to construct — there is
little computation necessary; therefore, the method is suitable for ap-
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plications (such as 3D graphics) with stringent real-time constraints.
Second, signatures allow measurement-driven refinement and there-
fore can adapt to different 3D graphics applications. This is not pos-
sible for analytical models since equations cannot be refined in real
time. Thus, during the course of the application, the same signature
can predict different workloads based on how the refinement proceeds.

5.1.1 Pipeline Modifications
The typical 3D graphics pipeline is shown in Figure 3. For every

frame, the application stage creates triangles and sends them to the
geometry stage. In order to construct a complete and meaningful sig-
nature, we need information about the entire frame (such as the total
number of triangles in the frame). Hence we insert a buffer to collect
all the triangles, their vertices and associated information after the ap-
plication stage, prior to signature generation. This “signature buffer”
inserts a tolerable delay of one frame.

The pipeline is now modified to facilitate prediction. We move
vertex transformation, triangle culling and clipping (see Section 3)
to before the signature buffer, leaving only lighting in the geometry
stage. Thus, the buffer contains an image of the frame after all ver-
tices have been transformed, and optimizations such as triangle clip-
ping and culling have been applied. The transformed pipeline is shown
in Figure 2, with a more detailed view in Figure 3. It broadly consists
of the pre-buffer portion, the signature buffer and the post-buffer por-
tion. Three points are note-worthy regarding the transformed pipeline.
First, it is functionally equivalent to the original pipeline. Second,
such a transformation can be made easily by graphics application de-
velopers (using say OpenGL-ES) without hardware changes. Third,
we demonstrate that the running time of the pre-buffer portion is
not only small, but also more deterministic and predictable than the
running-time of the post-buffer portion. Thus, the signature-based
workload predictor has to predict the workload of the post-buffer por-
tion, which constitutes the bulk of the 3D graphics pipeline.

5.1.2 Signature Generation and Matching
3D graphics parameters required for a compact, yet meaningful and

useful signature are readily available for each frame from OpenGL-
ES data structures. We use the following parameters obtained from
the triangles in the signature buffer to construct signatures. These spe-
cific parameters are straightforward, and are easy to extract and com-
pute for each frame: (1) average triangle area, (2) triangle count, (3)
average triangle height and (4) vertex count. The signature is con-
structed using actual values of these four parameters, concatenated
into a string. We experimentally show that these are sufficient for even
complex 3D graphics applications.

3D graphics applications frequently have frames with only minor
differences and very similar workloads. A good predictor should rec-
ognize if the current frame is “similar” to, though not exactly the same
as, a past frame, and predict the workload of that past frame. There-
fore, for every generated signature, we find the best matching signa-
ture from the signature table. For a generated signature S, the best
matching signature from the signature table is the one with the smallest
distance metric. Specifically, for a generated signature S comprising
parameters s1, s2...sd and a signature T in the signature table compris-
ing parameters t1, t2...td , the distance metric D�S�T � is:

D�S�T � �
i�d

∑
i�1

jsi � tij
si

(1)

The distance metric shown in Equation 1 is linear and normalized
to the generated signature. The best matching signature is obtained
from the signature table using a linear search. This is not a scalable
solution; faster matching algorithms are available in the literature, but
are not the focus of this paper. Any of these faster algorithms may be
employed with our overall signature-based prediction scheme. We use
the present study to motivate the evaluation of more complex distance
metrics as well as faster matching algorithms and data structures in
future work.

5.1.3 Prediction Algorithm
When the triangles of a frame are in the signature buffer, a signa-

ture S is generated using the OpenGL-ES parameters listed in Sec-
tion 5.1.2. The closest matching signature to S is then found from the
signature table. The corresponding workload is read from the table is
the prediction. Note that if the signature table is empty, a conservative
estimate for the workload is used.

We augment the 3D graphics library to tag the first triangle and the
last scanline in every frame. Using these, hardware timers note the
start and end times of every frame. These execution times represent
workloads. The workload of a frame i (with signature Si) that has
just completed is measured using the difference between the start and
end times. This is the actual, measured workload used to refine the
workload of signature Si in the signature table.

Note that hardware monitors need only record the start time, finish
time and the frame number. While this measurement can be performed
in real time, the operating system (OS) and other overheads often mean
that the table cannot be updated immediately. We propose using “lazy
updates” with which the OS can batch updates to the signature table
and perform them when ready. This comes at the expense of a few
inaccurate predictions.

5.2 System Architecture
Now we describe the system architecture in which signature-based

prediction may be used. In most 3D graphics processing systems, a
major part of the graphics pipeline is mapped to a dedicated, pro-
grammable graphics processor. The graphics processor is connected to
the host or applications processor through a system-level bus architec-
ture. The graphics processor may either be a discrete component [17],
or may be integrated with the applications processor as a core on an
on-chip bus [18]. Figure 2 illustrates such an architecture, and how
the proposed signature-based workload prediction scheme is mapped
to it. The architecture includes a hardware performance counter. Per-
formance counters vary in complexity, depending on the nature of the
information profiled (e.g., cache miss rates, bus utilization, etc). In
our case, the counter measures elapsed time between the completion
of specific events, namely, the detection of tagged first triangle and
the tagged last scan line for each frame. Hence, the only hardware
requirement is a standard timer, which is commonly available in most
modern SoCs.

In the illustration, the pre-buffer portions of the graphics pipeline
are mapped to the applications processor, while all the remaining tasks
are mapped to software running on the graphics processor. The per-
formance monitor task uses standard drivers to start, stop, and obtain
measurements using memory-mapped timer registers. In our experi-
ments we observed that signature processing in software is sufficient
for frame-level workload prediction.

5.3 Application to DVFS
DVFS is an important energy-reducing technique requiring a fast

and accurate workload prediction scheme. Computationally expensive
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analytical models that frequently over- and under-estimate the work-
load may cause excessive energy dissipation and missed frame dead-
lines. Signature-based prediction can easily be applied to application-
specific processors with DVFS to overcome these problems. Follow-
ing signature analysis, DVFS is applied to the post-buffer portion only.

After signature generation, when a frame i is dispatched from the
prediction buffer, several frames may be in flight within the graph-
ics pipeline. Some frames in the pipeline may have large workloads,
while others may have small workloads. In order to ensure that no
frame misses its deadline, the voltage issued to the pipeline must be
the maximum of the voltages required by all frames currently in flight.

We also note that because different frames in flight may have en-
countered different clock frequencies during their execution, clock cy-
cles rather than raw execution time is the correct measure of work-
load. Therefore, hardware timers, which record the raw execution
time, must work with the performance unit that is aware of the clock
frequencies, thereby allowing the translation to clock cycles.

6. EXPERIMENTAL EVALUATION
We modeled the system architecture outlined in the previous sec-

tion using an ARM processor for the pre-buffer portion, and an ARM
processor for the post-buffer stage of the graphics pipeline. The dif-
ferent pipeline stages communicate with each other through shared
buffers mapped to local memories. DMA engines transfer data be-
tween stages. For performance and power analysis, we use a combi-
nation of trace-driven simulation and instruction-level profiling [3].
The starting point of our framework is a 3D software library [16]
that implements OpenGL/ES [19], a standard API for implementing
3D applications on embedded platforms. We modified this library to
generate a trace of triggers indicating the start and completion points
of each pipeline stage, and the triangles being processed. The appli-
cations and the modified library were cross-compiled and linked to
the ARM architecture using the arm-gcc toolchain [20]. To drive
the subsequent analysis, traces of executed instructions, triggers, and
triangles were collected from fast, instruction-level simulation of the
ARM architecture [21]. The resulting traces were provided to a simu-
lator that we developed to analyze performance and energy consump-
tion of the different 3D pipeline stages, using an energy model based
on [22]. The graphics processor (modeled by an ARM) can be oper-
ated at 11 different voltage and frequency levels, with an associated
overhead of 150µs each time the operating point is changed. Different
voltage/frequency scaling policies and their impact on the 3D pipeline
can easily be evaluated using this framework.

In all our experiments, we started with an empty signature table.
We used the distance metric described in Section 5.1.2 to select the
best matching signature from the table. The workload corresponding
to the best matching signature was used as the prediction. When the
actual measured workload differed from the prediction, and the mini-
mum distance was non-zero, a new signature was introduced into the
signature table. If the measured workload differed from the prediction,
and the minimum distance was zero, the prediction corresponding to
the matching signature in the table was simply updated.

Two representative 3D application benchmarks we used were the
CUBE benchmark from [23], and the RACER benchmark from [15].
The RACER benchmark is described in Section 4. CUBE contains a
10x10x10 cube centered at the origin, formed using triangle fans (24
vertices and 12 triangles). It makes one complete revolution every 45
frames. A light source spins around the top of the cube in the opposite
direction with the same period. The camera is situated on the +Z axis
(0, 30, 30) and is looking at the origin. A perspective view is used to
project the cube.

6.1 Impact of Pipeline Modification
Recall that we reordered the classical 3D graphics pipeline by mov-

ing transformation and clipping to before the prediction buffer, leaving
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only lighting in the geometry stage. Figure 4 shows the workloads for
each of these portions. The pre-buffer portion workload comprising
the application, state, transformation and clipping is shown on the left,
while the post-buffer portion comprising lighting, setup and rendering
is shown on the right. For the CUBE benchmark, we observe that the
pre-buffer portion is less than 7% of the total workload, with a varia-
tion (indicated by the error bars) of less than 0.1%. For the more com-
plex RACER benchmark, the pre-buffer portion is around 23% of the
total workload, with less than a 6% variation. In contrast, the variation
in the lighting, setup and rendering, which constitute three-quarters of
the execution time, is 35%, 13% and 17% respectively. Thus, the post-
buffer portion is computationally more significant, with considerably
more variation. The pre-buffer portion, on the other hand, is more pre-
dictable and computationally smaller, justifying our reorganization of
the graphics pipeline.

6.2 Signature Complexity vs Accuracy
A major advantage of signature-based prediction is the compact-

ness of the signature, leading to easy signature generation. We exper-
imentally measured prediction errors for signatures of varying lengths
comprising different 3D graphics parameters. Figure 5 shows these
errors (averaged difference between predicted and actual workloads)
normalized to the errors sustained by a signature that tracks only the
total triangle area for the CUBE benchmark. We note that the error rate
drops by a factor or 3 when the signature comprises just two parame-
ters, and further when we use 3 and 4 parameters. Owing to dynamic
refinement over several frames, signatures larger than 4 parameters
had the same error rates indicating diminishing returns with increas-
ing signature complexity. Thus, we obtain good prediction accuracy
with relatively small signatures.

We measured the computational overhead of constructing signa-
tures. The most expensive operation is computing the area of a tri-
angle, which was found to be less than 1% of the time taken to per-
form geometry and lighting calculations for the triangle. Hence, taken
together with the rendering (post-buffer) effort, signature computa-
tion represents negligible overhead. In addition, the space overhead
of storing and managing signatures was found to be manageable. As
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Figure 6: Prediction accuracy for the CUBE benchmark.
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Figure 7: Energy savings with signature-based prediction for
DVFS.

illustrated in Figure 5, the most complex signature is only 14 bytes.
For the CUBE benchmark, a total of 50 unique signatures were gen-
erated, resulting in a signature table of 500 bytes, which can easily be
accommodated within on-chip memory constraints.

6.3 Prediction Accuracy
Here we compare the accuracy of signature-based prediction with

two history-based predictors, Uniform Window-based Predictor 1
(UW 1) and Uniform Window-based Predictor 5 (UW 5). UW 1 pre-
dicts the workload of a frame to be exactly the same as the previ-
ous frame, while UW 5 predicts the workload of the current frame as
the average of the workloads of 5 previous frames. Note that the ta-
ble could be pre-populated by analyzing the application beforehand.
For the CUBE benchmark, over almost 200 frames, we set the tar-
get frame rate to 30 fps and observed that the both UW 1 and UW 5
over-estimated by as much as 13% and under-estimated by around 7%,
while the signature-based scheme did not stray by more than 3% in
either direction. We used a signature consisting of the above 4 param-
eters for this experiment.

6.4 Application to DVFS
As an application, we used our signature-based predictor to estimate

workloads for a DVFS strategy for mobile 3D graphics. We imple-
mented a simulator to measure DVFS energy savings. As described
in Section 6, the post-buffer portion of the 3D pipeline is mapped to a
GPU and the pre-buffer portion to the generic applications processor.
In our setup, both are modeled by an ARM processor, with DVFS af-
fecting only the ARM representing the GPU. For the complex RACER
gaming benchmark, we observed an overall energy reduction of 33%
via voltage scaling using the signature based scheme compared to fre-
quency scaling alone (Figure 7).

7. CONCLUSIONS
In this paper, we described a novel signature-based workload pre-

diction scheme for mobile 3D graphics. Accurate and fast workload
prediction finds application in dynamic voltage and frequency scaling
(DVFS), dynamic 3D parameter adaptation and resource sharing and
task allocation for mobile devices.

Signature-based prediction for mobile 3D graphics uses a concise
signature constructed from readily available 3D graphics parameters,
and uses the signature to predict the workload on a frame-by-frame ba-
sis. All generated signatures are stored in a signature table. When the
prediction deviates from the actual workload, a device measures the
actual workload and updates the signature table. This measurement-
driven refinement provides signatures the ability to predict even dy-
namic, highly-variable workloads. Using representative 3D bench-
marks, including a complex game, we demonstrated that compact sig-
natures that track just a few 3D graphics parameters are sufficient for
accurate prediction.

Our work also motivates further research in this direction. Signature
similarity can be evaluated using different distance metrics, while sig-
nature matching can be performed with more efficient data structures.
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